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Computation Time

Similar problems may require very different computation time to be
solved.

• sorting 10 numbers
• sorting 10k numbers

However, most ML algorithms will try to solve both problems in a
similar amount of time.

Observation
With an input sequence of N numbers and a fixed cost of H for
each step, a RNN takes O(NH) = O(N) time to sort the whole
sequence. Optimal alg. is Ω(N log N).

Since RNNs are able to simulate a Turing Machine[4], there must be
room for improvement.
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Adaptive Computation Time



ACT: general idea

Idea: what if we could make the network ponder for a variable
(learned) amount of time at each input step, before emitting the
output? [2]

Figure 1: Unrolled RNN

Figure 2: Unrolled RNN with ACT
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ACT: intermediate states

Standard RNN RNN with ACT

st = S(st−1,Wxxt)

yt = Wyst + by

sn
t =

{
S(st−1, x1

t ) if n = 1
S(sn−1

t , xn
t ) otherwise

yn
t = Wysn

t + by

1 ≤ n ≤ N(t)
xn

t = xt + δn,1

How to decide N(t)?
How to compute st and yt?
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ACT: halting units

A halting unit hn
t is used to decide, given the current intermediate

state, the halting probability pn
t of that intermediate step.

Halting unit hn
t = σ(Whsn

t + bh) ∈ (0, 1)

Halting prob. pn
t =

{
R(t) if n = N(t)
hn

t otherwise
∈ (0, 1)

# steps N(t) = min{n′ :

n′∑
n=1

hn
t ≥ 1 − ϵ} ∈ N+

Remainder R(t) = 1 −
N(t)−1∑

n=1
hn

t ∈ (0, 1)
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ACT: halting units, an insight

Halting prob. pn
t =

{
R(t) if n = N(t)
hn

t otherwise
∈ (0, 1)

Figure 3: Halting probabilities
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ACT: final state and output

We still need to compute st and yt.

A natural choice would be:

• sample n̂ from pn
t

• set st = sn̂
t , yt = yn̂

t

Sampling is non-differentiable!

What we do instead:

st =

N(t)∑
n=1

pn
t sn

t yt =

N(t)∑
n=1

pn
t yn

t
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ACT results: Sorting Task

Figure 4: Sorting task training example

Figure 5: Ponder time during sorting
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ACT results: Wikipedia Character Prediction

Figure 6: Ponder time

Figure 7: Error rates w.r.t time penalty
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ACT results: Addition Task

Figure 8: Training example. Each input digit is represented by a size 10
one hot encoding.

Figure 9: Error rates w.r.t time penalty
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ACT for Textual Entailment Recognition

Neumann et al. (2016) showed the usage of ACT with a more
advanced model exploiting attention. [3]

Textual Entailment examples:

“Jack is arguing with John.”
⇓ entails

“John and Jack are in disagreement.”

“Jack is arguing with John.”
̸⇓ contradicts

“John believes that Jack is right.”

“Jack is arguing with John.”
? neutral

“Everyone is at the beach.”
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Textual Entailment Recognition, example i

Figure 10: Attention weights at each inference step
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Textual Entailment Recognition, example ii

Figure 11: Network intermediate outputs at each inference step
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Reasoning for
Scene Understanding



Attend, Infer, Repeat

A different approach for reasoning within variational autoencoders,
by Eslami et al. (2016) [1]
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Fig. 2. AIR in practice: Left: The generative model draws n ∼ Geom(ρ) digits {yi
att} of size 28× 28 (two shown), scales and shifts them according to

ziwhere ∼ N (0,Σ) using spatial transformers, and sums the results {yi} to form a 50× 50 image. Each digit is obtained by first sampling a latent code ziwhat
from the prior ziwhat ∼ N (0, 1) and propagating it through the decoder network of a variational autoencoder. The learnable parameters θ of the generative
model are the parameters of this decoder network. Middle: AIR inference for this model. The inference network produces three sets of variables for each entity
at every time-step: a 1-dimensional Bernoulli variable indicating the entity’s presence, a C-dimensional distributed vector describing its class or appearance
(ziwhat), and a 3-dimensional vector specifying the affine parameters of its position and scale (ziwhere). The recurrent network is chosen to be an LSTM. Right:
Interaction between the inference and generation networks at every time-step. The inferred pose is used to attend to a part of the image (using a spatial
transformer) to produce xi

att, which is processed to produce the inferred code zicode and the reconstruction of the contents of the attention window yi
att. The

same pose information is used by the generative model to transform yi
att to obtain yi. This contribution is only added to the canvas y if zipres was inferred

to be true.

(a)

(b)

Fig. 3. Multi-MNIST overview: (a) Images from the dataset. (b) AIR
reconstructions, along with a visualization of the model’s attention windows.
The 1st, 2nd and 3rd time-steps are displayed using red, green and blue borders
respectively. No blue borders are visible as AIR never uses more than two
steps on this data.
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Fig. 4. Multi-MNIST results: Left: Count accuracy over time. The model
detects the counts of digits accurately, despite having never been provided
supervision. Right: The learned scanning policy for 3 different runs of training
(only differing in the random seed). We visualize empirical heatmaps of the
attention windows’ positions (red, and green for the first and second time-
steps respectively). As expected, the policy is random. This suggests that the
policy is spatial, as opposed to identity- or size-based.

inferences (see Fig. 3b). We draw the reader’s attention to
the following observations. First, the model identifies the
number of digits correctly, due to the opposing pressures of
(a) wanting to explain the scene, and (b) the cost that arises
from instantiating an object under the prior. This is indicated
by the number of attention windows in each image; we also
plot the accuracy of count inference over the course of training
(Fig. 4, left). Second, it locates the digits accurately. Third, the
recurrent network learns a suitable scanning policy to ensure
that different time-steps account for different digits (Fig. 4,
right). Note that we did not have to specify any such policy
in advance, nor did we have to build in a constraint to prevent
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Fig. 5. Multi-MNIST learning: Top: Images from the dataset. Bottom:
Reconstructions at different stages of training. A video of this sequence is
provided in the supplementary material.

two time-steps from explaining the same part of the image.
Finally, that the network learns to not use the second time-
step when the image contains only a single digit, and to never
use the third time-step (images contain a maximum of two
digits). This allows for the inference network to stop upon
encountering the first zipres equaling 0, leading to potential
savings in computation during inference.

It is informative to inspect how the model’s inferences
evolve over time. In Fig. 5 we show reconstructions of a
fixed set of test images at various points during training. The
model’s reconstructions are at first very poor. It then gradually
learns to reconstruct well, however it makes use of all available
time-steps. It is only towards the end of training that it learns to
use its time-steps more sparingly, leading it to perform correct
inference of object counts.

Owing to the structure and nature of the networks used
in AIR, inference under a learned model is almost instanta-
neous in contrast to classical inference techniques e.g., direct
optimization or Markov chain Monte Carlo. To demonstrate
this and to better understand the learned model, we imple-

Figure 12: a) input; b) reconstructed output (annotated)

If x is the image and z its latent description, our model is

px
θ(x|z)pz

θ(z)

and we’re interested in p(z|x) = px
θ(x|z)pz

θ(z)/p(x)
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AIR: model i
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Fig. 1. Left: A single random variable z produces the observation x (the image). The relationship between z and x is specified by a model. Inference is
the task of computing likely values of z given x. Using an auto-encoding architecture, the model (red arrow) and its inference network (black arrow) can
be trained end-to-end via gradient descent. Right: For most images of interest, multiple latent variables (e.g., multiple objects) give rise to the image. We
propose an iterative, variable-length inference network (black arrows) that attends to one object at a time, and train it jointly with its model. The result is
fast, feed-forward, interpretable scene understanding trained without supervision.

pass of a neural network, providing a fast and scalable
approach to ‘vision as inverse graphics’.

I. APPROACH

In this paper we take a Bayesian perspective of scene
interpretation, namely that of treating this task as inference
in a generative model. Thus given an image x and a model
pxθ (x|z)pzθ(z) parameterized by θ we wish to recover the
underlying scene description z by computing the posterior
p(z|x) = pxθ (x|z)pzθ(z)/p(x). In this view, the prior pzθ(z)
captures our assumptions about the underlying scene, and the
likelihood pxθ (x|z) is our model of how a scene description
is rendered to form an image. Both can take various forms
depending on the problem at hand and we will describe par-
ticular instances in Sec. II. Together, they define the language
that we use to describe a scene.

Many real-world scenes naturally decompose into objects.
We therefore make the modeling assumption that the scene
description is structured into groups of variables zi, where
each group describes the attributes of one of the objects in the
scene, e.g., its type, appearance, and pose. Since the number
of objects will vary from scene to scene, we assume models
of the following form:

pθ(x) =

N∑
n=1

pN (n)

∫
pzθ(z|n)pxθ (x|z)dz. (1)

This can be interpreted as follows. We first sample the number
of objects n from a suitable prior (for instance a Binomial
distribution) with maximum value N . The latent, variable
length, scene descriptor z = (z1, z2, . . . , zn) is then sampled
from a scene model z ∼ pzθ(·|n). Finally, we render the image
according to x ∼ pxθ (·|z). Since the indexing of objects is
arbitrary, pzθ(·) is exchangeable and pxθ (x|·) is permutation
invariant, and therefore the posterior over z is exchangeable.

The prior and likelihood terms can take different forms. We
consider two scenarios: For 2D scenes (Sec. II), each object
is characterized in terms of a learned distributed continuous
representation for its shape, and a continuous 3-dimensional
variable for its pose (position and scale). For 3D scenes
(Sec. III) objects are defined in terms of a categorical variable
that characterizes their identity, e.g., sphere, cube or cylinder,
as well as their positions and rotations. We refer to the two

kinds of variables for each object i in both scenarios as ziwhat
and ziwhere respectively, bearing in mind that their meaning
(e.g., position and scale in pixel space vs. position and orienta-
tion in 3D space) and their data type (continuous vs. discrete)
will vary. We further assume that zi are independent under
the prior, i.e., pzθ(z|n) =

∏n
i=1 p

z
θ(z

i), but non-independent
priors, such as a distribution over hierarchical scene graphs
(e.g., [38]), can also be accommodated. Furthermore, while
the number of objects is bounded as per Eq. 1, it is relatively
straightforward to relax this assumption.

A. Inference

Despite their natural appeal, inference for most models in
the form of Eq. 1 is intractable. We therefore employ an
amortized variational approximation to the true posterior by
learning a distribution qφ(z, n|x) parameterized by φ that
minimizes the divergence KL [qφ(z, n|x)||pzθ(z, n|x)]. While
amortized variational approximations have recently been used
successfully in a variety of works [28, 16, 25] the specific
form our model poses two additional difficulties. Trans-
dimensionality: As a challenging departure from classical
latent space models, the size of the the latent space n (i.e.,
the number of objects) is a random variable itself, which
necessitates evaluating pN (n|x) =

∫
pzθ(z, n|x)dz, for all

n = 1...N . Symmetry: There are strong symmetries that arise,
for instance, from alternative assignments of objects appearing
in an image x to latent variables zi.

We address these challenges by formulating inference as an
iterative process implemented as a recurrent neural network,
which infers the attributes of one object at a time. The network
is run for N steps and in each step explains one object in
the scene, conditioned on the image and on its knowledge of
previously explained objects (see Fig. 1).

To simplify sequential reasoning about the number of ob-
jects, we parameterize n as a variable length latent vector zpres
using a unary code: for a given value n, zpres is the vector
formed of n ones followed by one zero (note that the two
representations are equivalent). By the chain rule, the posterior

Figure 13: Black arrows: inference network. Red arrows: generative model.

We want to 1) interpret the model, 2) use one step per digit.

So we assume z = (z1, z2, . . . , zn) (one per digit)

We also assume zi = (zi
what, zi

where)

And define zpres as the variable length latent vector (
n︷ ︸︸ ︷

1 1 · · · 1 0 )
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Fig. 2. AIR in practice: Left: The generative model draws n ∼ Geom(ρ) digits {yi
att} of size 28× 28 (two shown), scales and shifts them according to

ziwhere ∼ N (0,Σ) using spatial transformers, and sums the results {yi} to form a 50× 50 image. Each digit is obtained by first sampling a latent code ziwhat
from the prior ziwhat ∼ N (0, 1) and propagating it through the decoder network of a variational autoencoder. The learnable parameters θ of the generative
model are the parameters of this decoder network. Middle: AIR inference for this model. The inference network produces three sets of variables for each entity
at every time-step: a 1-dimensional Bernoulli variable indicating the entity’s presence, a C-dimensional distributed vector describing its class or appearance
(ziwhat), and a 3-dimensional vector specifying the affine parameters of its position and scale (ziwhere). The recurrent network is chosen to be an LSTM. Right:
Interaction between the inference and generation networks at every time-step. The inferred pose is used to attend to a part of the image (using a spatial
transformer) to produce xi

att, which is processed to produce the inferred code zicode and the reconstruction of the contents of the attention window yi
att. The

same pose information is used by the generative model to transform yi
att to obtain yi. This contribution is only added to the canvas y if zipres was inferred

to be true.
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Fig. 3. Multi-MNIST overview: (a) Images from the dataset. (b) AIR
reconstructions, along with a visualization of the model’s attention windows.
The 1st, 2nd and 3rd time-steps are displayed using red, green and blue borders
respectively. No blue borders are visible as AIR never uses more than two
steps on this data.
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Fig. 4. Multi-MNIST results: Left: Count accuracy over time. The model
detects the counts of digits accurately, despite having never been provided
supervision. Right: The learned scanning policy for 3 different runs of training
(only differing in the random seed). We visualize empirical heatmaps of the
attention windows’ positions (red, and green for the first and second time-
steps respectively). As expected, the policy is random. This suggests that the
policy is spatial, as opposed to identity- or size-based.

inferences (see Fig. 3b). We draw the reader’s attention to
the following observations. First, the model identifies the
number of digits correctly, due to the opposing pressures of
(a) wanting to explain the scene, and (b) the cost that arises
from instantiating an object under the prior. This is indicated
by the number of attention windows in each image; we also
plot the accuracy of count inference over the course of training
(Fig. 4, left). Second, it locates the digits accurately. Third, the
recurrent network learns a suitable scanning policy to ensure
that different time-steps account for different digits (Fig. 4,
right). Note that we did not have to specify any such policy
in advance, nor did we have to build in a constraint to prevent
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Fig. 5. Multi-MNIST learning: Top: Images from the dataset. Bottom:
Reconstructions at different stages of training. A video of this sequence is
provided in the supplementary material.

two time-steps from explaining the same part of the image.
Finally, that the network learns to not use the second time-
step when the image contains only a single digit, and to never
use the third time-step (images contain a maximum of two
digits). This allows for the inference network to stop upon
encountering the first zipres equaling 0, leading to potential
savings in computation during inference.

It is informative to inspect how the model’s inferences
evolve over time. In Fig. 5 we show reconstructions of a
fixed set of test images at various points during training. The
model’s reconstructions are at first very poor. It then gradually
learns to reconstruct well, however it makes use of all available
time-steps. It is only towards the end of training that it learns to
use its time-steps more sparingly, leading it to perform correct
inference of object counts.

Owing to the structure and nature of the networks used
in AIR, inference under a learned model is almost instanta-
neous in contrast to classical inference techniques e.g., direct
optimization or Markov chain Monte Carlo. To demonstrate
this and to better understand the learned model, we imple-

Figure 13: Black arrows: inference network. Red arrows: generative model.

We want to 1) interpret the model, 2) use one step per digit.

So we assume z = (z1, z2, . . . , zn) (one per digit)
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Fig. 2. AIR in practice: Left: The generative model draws n ∼ Geom(ρ) digits {yi
att} of size 28× 28 (two shown), scales and shifts them according to

ziwhere ∼ N (0,Σ) using spatial transformers, and sums the results {yi} to form a 50× 50 image. Each digit is obtained by first sampling a latent code ziwhat
from the prior ziwhat ∼ N (0, 1) and propagating it through the decoder network of a variational autoencoder. The learnable parameters θ of the generative
model are the parameters of this decoder network. Middle: AIR inference for this model. The inference network produces three sets of variables for each entity
at every time-step: a 1-dimensional Bernoulli variable indicating the entity’s presence, a C-dimensional distributed vector describing its class or appearance
(ziwhat), and a 3-dimensional vector specifying the affine parameters of its position and scale (ziwhere). The recurrent network is chosen to be an LSTM. Right:
Interaction between the inference and generation networks at every time-step. The inferred pose is used to attend to a part of the image (using a spatial
transformer) to produce xi

att, which is processed to produce the inferred code zicode and the reconstruction of the contents of the attention window yi
att. The

same pose information is used by the generative model to transform yi
att to obtain yi. This contribution is only added to the canvas y if zipres was inferred
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Fig. 3. Multi-MNIST overview: (a) Images from the dataset. (b) AIR
reconstructions, along with a visualization of the model’s attention windows.
The 1st, 2nd and 3rd time-steps are displayed using red, green and blue borders
respectively. No blue borders are visible as AIR never uses more than two
steps on this data.

0 50 100 150 200

Epochs (×103 )

80

85

90

95

100

C
o
u
n
t 

A
cc

u
ra

cy
 (

%
)

Run 1 Run 2 Run 3

Fig. 4. Multi-MNIST results: Left: Count accuracy over time. The model
detects the counts of digits accurately, despite having never been provided
supervision. Right: The learned scanning policy for 3 different runs of training
(only differing in the random seed). We visualize empirical heatmaps of the
attention windows’ positions (red, and green for the first and second time-
steps respectively). As expected, the policy is random. This suggests that the
policy is spatial, as opposed to identity- or size-based.

inferences (see Fig. 3b). We draw the reader’s attention to
the following observations. First, the model identifies the
number of digits correctly, due to the opposing pressures of
(a) wanting to explain the scene, and (b) the cost that arises
from instantiating an object under the prior. This is indicated
by the number of attention windows in each image; we also
plot the accuracy of count inference over the course of training
(Fig. 4, left). Second, it locates the digits accurately. Third, the
recurrent network learns a suitable scanning policy to ensure
that different time-steps account for different digits (Fig. 4,
right). Note that we did not have to specify any such policy
in advance, nor did we have to build in a constraint to prevent
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Fig. 5. Multi-MNIST learning: Top: Images from the dataset. Bottom:
Reconstructions at different stages of training. A video of this sequence is
provided in the supplementary material.

two time-steps from explaining the same part of the image.
Finally, that the network learns to not use the second time-
step when the image contains only a single digit, and to never
use the third time-step (images contain a maximum of two
digits). This allows for the inference network to stop upon
encountering the first zipres equaling 0, leading to potential
savings in computation during inference.

It is informative to inspect how the model’s inferences
evolve over time. In Fig. 5 we show reconstructions of a
fixed set of test images at various points during training. The
model’s reconstructions are at first very poor. It then gradually
learns to reconstruct well, however it makes use of all available
time-steps. It is only towards the end of training that it learns to
use its time-steps more sparingly, leading it to perform correct
inference of object counts.

Owing to the structure and nature of the networks used
in AIR, inference under a learned model is almost instanta-
neous in contrast to classical inference techniques e.g., direct
optimization or Markov chain Monte Carlo. To demonstrate
this and to better understand the learned model, we imple-

Figure 14: Interaction between inference and generator networks at every
time-step.
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AIR: learning

p(z|x) = px
θ(x|z)pz

θ(z) / p(x)︸︷︷︸
intractable

Approximate p(z|x) by learning a distribution qϕ(z,n |x) that
minimizes KL[qϕ(z,n |x) || pz

θ(z,n |x))]

Actual shape of the posterior:

qϕ(z, zpres |x) = qϕ(zi+1
pres = 0|x)

n∏
i=1

qϕ(zi, zi
pres = 1|x, z1:i−1)

For learning, jointly optimize ϕ (inference net.) and θ (model) by
maximizing the ELBO:

log pθ(x) ≥ L(θ, ϕ) = Eqϕ

[
log pθ(x, z,n)

qϕ(z,n |x)

]
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Fig. 2. AIR in practice: Left: The generative model draws n ∼ Geom(ρ) digits {yi
att} of size 28× 28 (two shown), scales and shifts them according to

ziwhere ∼ N (0,Σ) using spatial transformers, and sums the results {yi} to form a 50× 50 image. Each digit is obtained by first sampling a latent code ziwhat
from the prior ziwhat ∼ N (0, 1) and propagating it through the decoder network of a variational autoencoder. The learnable parameters θ of the generative
model are the parameters of this decoder network. Middle: AIR inference for this model. The inference network produces three sets of variables for each entity
at every time-step: a 1-dimensional Bernoulli variable indicating the entity’s presence, a C-dimensional distributed vector describing its class or appearance
(ziwhat), and a 3-dimensional vector specifying the affine parameters of its position and scale (ziwhere). The recurrent network is chosen to be an LSTM. Right:
Interaction between the inference and generation networks at every time-step. The inferred pose is used to attend to a part of the image (using a spatial
transformer) to produce xi

att, which is processed to produce the inferred code zicode and the reconstruction of the contents of the attention window yi
att. The
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att to obtain yi. This contribution is only added to the canvas y if zipres was inferred
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Fig. 3. Multi-MNIST overview: (a) Images from the dataset. (b) AIR
reconstructions, along with a visualization of the model’s attention windows.
The 1st, 2nd and 3rd time-steps are displayed using red, green and blue borders
respectively. No blue borders are visible as AIR never uses more than two
steps on this data.
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Fig. 4. Multi-MNIST results: Left: Count accuracy over time. The model
detects the counts of digits accurately, despite having never been provided
supervision. Right: The learned scanning policy for 3 different runs of training
(only differing in the random seed). We visualize empirical heatmaps of the
attention windows’ positions (red, and green for the first and second time-
steps respectively). As expected, the policy is random. This suggests that the
policy is spatial, as opposed to identity- or size-based.

inferences (see Fig. 3b). We draw the reader’s attention to
the following observations. First, the model identifies the
number of digits correctly, due to the opposing pressures of
(a) wanting to explain the scene, and (b) the cost that arises
from instantiating an object under the prior. This is indicated
by the number of attention windows in each image; we also
plot the accuracy of count inference over the course of training
(Fig. 4, left). Second, it locates the digits accurately. Third, the
recurrent network learns a suitable scanning policy to ensure
that different time-steps account for different digits (Fig. 4,
right). Note that we did not have to specify any such policy
in advance, nor did we have to build in a constraint to prevent
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Fig. 5. Multi-MNIST learning: Top: Images from the dataset. Bottom:
Reconstructions at different stages of training. A video of this sequence is
provided in the supplementary material.

two time-steps from explaining the same part of the image.
Finally, that the network learns to not use the second time-
step when the image contains only a single digit, and to never
use the third time-step (images contain a maximum of two
digits). This allows for the inference network to stop upon
encountering the first zipres equaling 0, leading to potential
savings in computation during inference.

It is informative to inspect how the model’s inferences
evolve over time. In Fig. 5 we show reconstructions of a
fixed set of test images at various points during training. The
model’s reconstructions are at first very poor. It then gradually
learns to reconstruct well, however it makes use of all available
time-steps. It is only towards the end of training that it learns to
use its time-steps more sparingly, leading it to perform correct
inference of object counts.

Owing to the structure and nature of the networks used
in AIR, inference under a learned model is almost instanta-
neous in contrast to classical inference techniques e.g., direct
optimization or Markov chain Monte Carlo. To demonstrate
this and to better understand the learned model, we imple-

Figure 15: Reconstruction at different training stages.
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Conclusion



Summary

Adaptive computation time is the norm in classical algorithms (and
biology!).

ACT:

• elegant way to augment any RNN
• ponder over the complexity of the task

AIR:

• generative model
• specific to images
• “ponder” over the structure of the task
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